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Artificial intelligence (AI) is drastically changing how we 
live and work. From prioritizing patients for emergency 
medical care to checking employment and housing 
eligibility or even selecting the information we view on 
social media, the use of AI is everywhere. Yet, rooting 
out potential biases like gender and race discrimination 
remains a significant challenge.

At its core, AI aims to replicate human intelligence in a 
computer or machine with greater accuracy and speed. And 
over the next decade, AI’s influence could exponentially 
grow as enterprises deploy the technology in banking, 
transportation, healthcare, education, farming, retail, 
and many other industries. Research firm IDC predicts 
the global AI market could reach over $500 billion by 
2024 – a more than 50% increase from 2021.

But as AI becomes a central part of society, concerns 
around its ethical use have taken center stage. For 
the enterprises that fail to act, legal and reputational 
consequences could follow. Here, we’ll review the 
responsible AI challenges and how to overcome them.
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Concerns behind the growing 
role of AI

The lack of clear ethical guidelines in AI and machine learning 
(ML) systems may have several unintended consequences for 
individuals and organizations (figure 1).
Enterprise leaders cannot ignore these risks because the 
potential damage to people and organizations can prove 
significant, as these two examples show: 

 � In 2019, Apple’s credit card processing practices came 
under fire for gender discrimination. Danish entrepreneur 
David Heinemeier Hansson received 20 times more credit 
than his wife, even though they filed joint taxes and she 
had a better credit history.[1]

 � The same year, the US National Institute of Standards and 
Technology (NIST) found that facial recognition software 
used in areas like airport security had trouble identifying 
certain groups. For example, some algorithms delivered 
significantly higher rates of false positives for Asian and 
African American faces relative to images of Caucasians.[2]

These are just a couple of examples, among many others, 
that contributed to a global debate around the use of AI, 
prompting lawmakers to propose strict regulations. A lack of 
trust has forced AI practitioners to respond with principle-
based frameworks and guidelines for the responsible and 
ethical use of AI.

Unfortunately, these recommendations carry many challenges 
(figure 2). For example, some enterprises have developed 
insufficient or overly stringent guidelines, making it difficult for 
AI practitioners to manage ethics across the board. Or even worse, 
other organizations have inadequate risk controls because they 
don’t have the expertise to create responsible AI frameworks.

Figure 1: Potential risks of AI 

Implications for individuals

Compromised privacy and reputation

Negative impact on physical and 
mental wellbeing

Discrimination on factors such 
as race and gender

Hazards for organizations

Reputational risk and brand damage

https://www.genpact.com/lp/digital-transformation-cio-research
https://ec.europa.eu/info/sites/default/files/commission-white-paper-artificial-intelligence-feb2020_en.pdf
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At the same time, algorithms are constantly changing while 
ethics principles vary across regions, industries, and cultures. 
These characteristics make rooting out AI biases even 
more complex.

A new approach: The responsible 
AI center of excellence

To develop AI solutions that are fair, trustworthy, and 
accountable, enterprises are building AI centers of 

Figure 2 — Challenges in responsible Al/ML development 

Existing legislation and policies fail to 
consider the best interests of society, 

businesses, and the environment.  

Absence of comprehensive 
guidelines

Ethics needs to be part of the algorithmic 
design, and this starts at the data stage. 
However, there is still a requirement for 

principles to be given a foundation: 
Ethics-as-a-service.

Gap between theory 
and practice

Ethics in AI should be done in three stages: 
validation, veri cation, and evaluation. 
Unfortunately, most frameworks help 

identify the biases in practice but do not 
provide solutions to overcome them.

Diagnostic not 
prescriptive

AI development should be a re ective 
process to help practitioners understand 
their biases and build ethical solutions.

Responsible AI as 
an end-goal

traditions, ideologies, systems, and 
countries. As a result, the ethical 

framework is too lenient.

Ethics washing

The tools and methods developed by AI 
practitioners are extra-empirical, and often 

overlook the broader community.

Extra-empirical

excellence that act as ethics boards. By connecting 
diverse groups of AI custodians – who can oversee AI 
and ML processes from start to finish – enterprises 
can proactively prevent issues down the road. Put 
simply, teams of people with different experiences, 
perspectives, and skill sets can catch biases upfront 
compared to homogenous groups.

Thankfully, with a practical framework in place 
(figure 3), AI practitioners can establish ethics-as-a-
service to assist and guide organizations through AI 
implementation and development.

Comprehensive guidelines and strategies 
for organizations to design a responsible 
AI center of excellence 

Framework

Tools to help ML practitioners apply the 
responsible AI framework

Practical tools

Operational roadmap

Figure 3: Responsible Al as a service 
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The four pillars of a responsible 
AI framework

Developing a comprehensive framework is the first and most 
crucial stage of a responsible AI journey, and it usually consists 
of four pillars:

1. Governance body
Enterprise leaders must establish an AI/ML governance 
body (figure 4) of internal and external decision makers to 
oversee the responsible use of AI continuously. In addition, 
C-suite executives should prioritize AI governance – 
other business leaders can then be held accountable for 
developing governance policies alongside regular audits.

2. Guiding principles
Transparency and trust should form the core principles 
of AI. We’ve identified seven characteristics to help 
enterprise leaders form a strong foundation for safe, 
reliable, and non-discriminatory AI/ML solutions:

1. Domain-specific business metrics evaluation
2. Fairness and legal compliance
3. Interpretability and explainability
4. Mitigation of changes in data patterns
5. Reliability and safety
6. Privacy and security
7. Autonomy

Similarly, a governance body can help enforce these 
principles throughout the development process (Figure 5).

Persona Responsibilities

Subject-matter experts
 Subject context
 Industry-speci c interventions
 Subject-speci c applications, systems, policies, and ecosystems

Ethical experts
 Ethical analysis
 Ethical evaluation
 Guidelines for ethical principles of AI solution

Technical experts
 Technical assessment
 Technical explanation
 Technical best practices

Public participants
 Public concerns
 Regional community concerns and expectations
 Civic regulations

Regional data privacy and
policy protection experts


        data privacy, and data policies

Legal experts  Legal compliance on data, outcome, and formation of AI solution
 Legal guidance on inadequacies

Figure 4: Responsible Al governance body 



3. Realization methodology
AI solutions will inevitably touch multiple areas of the 
organization. As a result, enterprise leaders must account 
for and involve all stakeholders, from data scientists to 
customers. This process also requires having clear risk 
controls and a framework for responsible AI (figure 6).

4. Implementation overview
The inherent complexities in developing AI 
algorithms make interpreting models challenging. 
However, enterprise leaders can embed responsible 
AI considerations throughout the process to mitigate 
potential biases and follow best practices (figure 7).

Figure 5: Matrix of Al govemance body 

Figure 6: Realization methodology for Genpact’s responsible Al framework 
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Limit access to data as 
needed. Follow the principle 
of least privilege.

Outline a methodology for verifying the 
decision-making process of an 
autonomous agent, and ensure that the 
controlling agent never deliberately 
makes an unsound choice.

Outline a structured 
privacy audit procedure 
based on the most 
widely adopted privacy 
principles.

  Privacy by default
  Proactive assessment
  End-to-end lifecycle protection
  Respect for user privacy

To ensure the robustness of the AI system, 
build a tool that helps explain 
mathematical and coding applications. 
This information will help prevent 
potential errors that could cause a model 
to make mistakes in its predictions. 

Provide a list of questions to policy and legal advocates 
for auditing an automated system before deploying the 
technology to the public. Give detailed timelines of when 
to ask these questions during the system design, 
development, and deployment.

Business and use-case 
development

Data 
procurement

Test

Build Deploy

Monitor

 Privacy impact assessment (PIA) to 
enable companies to achieve 
‘privacy-by-design’

Map industry-speci c business 
metrics for evaluation during 
subsequent stages

Design the AI 
system/solution

Business and 
use-case 
development

Design the AI 
system/solution

Procure the data

Build

Privacy by default

Privacy impact assessment

Introduce practical math and coding
to meet responsible AI standards

Test Execute scripts to check deliberate
unsafe actions

Deploy Legal and policy validations at 
point-of-deployment

Monitor Establish a structured privacy 
audit procedure

Implement principle of least privilege

End-to-end lifecycle assessment

Respect for user privacy

Task Subtask
Regional data privacy and 
policy protection experts

Business 
owner/leaders

Subject-matter 
expert

Legal
 experts

Public 
participants

Ethical 
experts

Technical experts

Stakeholder

R Responsible A Accountable C Consulted I Informed



Embracing the responsible AI 
opportunity

Customers, employees, partners, and investors 
increasingly expect organizations to prioritize AI ethics 
to build safe and reliable products. With a responsible 
AI framework in place, organizations can continue 
innovating, building trust, and increasing compliance. 
These benefits will help organizations sustain long-term 
growth, improve competitive advantage, and create 
value for all.

AI helps enterprises make informed and responsible 
decisions. Discover how data-driven sustainability 
influences financial, social, and environmental change.

Figure 7: Genpact’s responsible AI framework implementation
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[1] https://www.reuters.com/article/us-goldman-sachs-apple/apple-co-founder-says-apple-card-algorithm-gave-wife-lower-credit-limit-idUSKBN1XL038
[2] https://www.nist.gov/news-events/news/2019/12/nist-study-evaluates-effects-race-age-sex-face-recognition-software

A bank wanted to streamline loan approvals while 
removing potential biases from its loan review process. As 
a first step, Genpact improved the bank’s data management 
and reporting systems. Then, with a robust data taxonomy 
in place, we applied our responsible AI framework. For 
example, removing variables like gender and education 
increased the probability of reaching a fair decision. 
We also improved the quality of the reports, helping 
employees enhance transparency by showing the data 
behind their decisions. Finally, we developed a monitoring 
system that could alert the AI ethics board of any potential 
issues. The success of this project has led the bank to 
deploy similar AI ethics models across the organization.

A global bank puts responsible AI 
theory into practice

Local Interpretable Model-agnostic 
Explanations (LIME)

SHapley Additive 
exPlanations (SHAP)
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The Genpact advantage – 
We ensure the outputs from our AI/ML models are explainable because we know how the algorithms we’ve built func-
tion at every step in the process. 

Interpretability 
and explainability

Data management compliance Separation of sensitive data by 
use-case 

Discussions with client 
subject-matter experts to 

understand risks 

The Genpact advantage – 
Our AI/ML and advanced analytics solutions account for industry-speci c compliance and ethical frameworks to 
collect, gather, and use data. 

Fairness and legal 
compliance Data management compliance Separation of sensitive data by

use-case 

Discussions with client
subject-matter experts to

understand risks 

The Genpact advantage –
Our AI/ML and advanced analytics solutions account for industry-speci c compliance and ethical frameworks to
collect, gather, and use data.

Fairness and legal
compliance

Enabling continuous learning by 
design in all solutions

Concept drift alerts for new 
data patterns 

The Genpact advantage – 
As business environments change, we take an active approach in continuously monitoring and updating AI models to 
mitigate potential data drifts. 

Data drift 
mitigation Concept drift mitigation for 

data-answerable patterns 

Evaluation of outputs by Genpact’s 
industry experts and subject-matter 

experts 

Validation by subject-matter 
experts enhances model 

accuracy

Experts with understanding of 
both function and business

The Genpact advantage – 
With several years of experience using data and analytics for solving challenges across industries and business 
functions, our industry expertise provides the rst layer of validation along with the required statistical analysis.

Subject-matter experts 
enhance statistical 
cross validation
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